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Abstract: Petri nets have proven to be a valuable tool for modelling  
concurrent systems. As such, they should be suitable for modelling agent and 
multi-agent systems, as these are inherently concurrent. Nevertheless, there  
are not many systems that allow the modelling of the whole multi-agent system 
in Petri nets. The use of Petri nets is usually limited to subproblems such as  
the verification of interaction protocols. This paper describes the main concepts 
of PNagent – a tool for modelling Believe-Desire-Intention (BDI) agents  
using the formalism of Object-Oriented Petri Nets (OOPN). PNagent allows  
for developing, testing and running software agents in a consistent graphical 
environment. The framework is suitable for prototyping and experiments with 
both multi-agent applications and the particular agent architecture itself. At the 
same time, thanks to the formal nature of its underlying paradigm, it provides 
the means to verify an agent’s properties. Thanks to its consistent environment 
and the high-level nature of the used formalism, the framework is also suitable 
for incorporating the ideas of autonomic computing. 
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1 Introduction 

The ultimate goal of autonomic computing – creating computer systems capable of  
self-management – is clearly closely related to the research of intelligent autonomous 
agents, which present a suitable paradigm for managing the long-term reliable service  
of software in dynamic environments. Our research is focused on modelling rational 
agents using various Petri nets’ formalisms. In this paper, we will deal with the 
application of the formalism called Object-Oriented Petri Nets (OOPNs) for modelling 
rational agents that act in dynamic environments. To show how Petri nets can contribute 
to both multi-agent and autonomic systems development, we will describe a framework 
that we have created for modelling Belief-Desire-Intention (BDI) agents in Pntalk,  
a software tool based on OOPNs. As we will see, modelling rational agents using a  
high-level formalism such as OOPNs, presents many advantages over existing 
approaches to the integration of autonomic and multi-agent systems. 

Agent and multi-agent systems are inherently concurrent – there are two main  
sources of concurrency. The first is the concurrency in the whole system, i.e., the 
interactions among agents, where these autonomous units change the environment 
simultaneously. The second source can be found inside the agent, as most of the 
nontrivial agents are equipped with plenty of sensors and actuators so they should be  
able to perform several tasks in parallel. Petri nets have several desired properties to 
model agent systems. Their main advantages are the pure description of concurrency, 
good comprehensibility and visual representation of the models combined with a  
strong mathematical background, allowing automatic analysis and checking of model 
properties. There has been some work done in the area, for example, Moldt and Wienberg 
(1997) or Weyns and Holvoet (2002). These studies were implemented using the  
well-known Coloured Petri Nets (CPNs) formalism. In our opinion, CPNs lack some 
properties which we find essential for agent systems, mainly the dynamic net invocation. 
A language for description of multi-agent systems called Architecture Description 
Language for Multi-Agent Systems (ADLMAS) has been presented in Yu and Cai 
(2006). This language is based on the OPN formalism – an object-enhanced version of 
Petri nets which has many similarities to the original CPN and uses objects mainly for net 
structuring, so the same objections apply. 
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OOPNs and the associated PNtalk system were designed as an original attempt  
to bring high-level Petri nets closer to programming languages (Janoušek, 1995). The 
project started as a consistent combination of high-level Petri nets and objects in 
Smalltalk. The main aspect of using OOPNs and PNtalk for rational agent modelling is 
that they introduce a powerful means for the description of concurrency and a high level 
of system dynamism. Another important advantage concerns the possibility to use 
OOPNs as a part of the Smalltalk environment in different scenarios. The model can 
become an integral part of an application (Češka et al., 2006). This property allows the 
safer development of agent-oriented software; thanks to a formal base of used paradigms, 
we are able to check the correctness of the models and, consequently, these models need 
not be converted into some programming language. The nature of the OOPN formalism 
and the PNtalk tool also makes them suitable for incorporating the properties of 
autonomic systems – for example, some parts of the model (i.e., subnets) can be changed 
programmatically during model execution using the meta-level architecture of the PNtalk 
tool and the properties of this new model can immediately be automatically verified. 

The article is structured as follows. First, we briefly describe the OOPN formalism 
and the PNtalk modelling tool so that the reader gets the basic idea of how the formalism 
looks like. We continue with a short reflection on the BDI architecture; we do not 
describe the architecture in detail, as it has been done elsewhere – for example, in 
d’Inverno et al. (2004). Finally, we describe the main concepts of the framework we have 
created together with an example application. We conclude the article by comparing our 
approach with existing systems. 

2 Object-oriented Petri nets 

Petri nets are one of several mathematical representations of distributed discrete systems. 
The general ideas about them have been introduced by C.A. Petri in the early 1960s. As  
a modelling language, Petri nets graphically depict the structure of a modelled system as 
a directed bipartite annotated graph consisting of two kinds of nodes: places and 
transitions. Directed arcs connect places with transitions. Formally, a Petri net is a tuple 
(P, T, F, M0, W

 ), where P is a set of places, T is a set of transitions, F is a set of arcs 
known as a flow relation, F ⊆ (P × T) ∪ (T × P), M0 : P → N is an initial marking and  
W : F → N + is a set of arc weights. For each place p ∈ P, there are np ∈ N tokens. For 
each arc f ∈ F, nf ∈ N denotes how many tokens are consumed from a place by a 
transition or how many tokens are produced by a transition and put into a place. 

Longtime experiences have confirmed that Petri nets are powerful graphical tools 
having a mathematical foundation suitable for describing the systems and their processes 
that can be termed as asynchronous, concurrent and distributed. Nevertheless, modelling 
complex systems using ordinary Petri nets is very difficult and, in fact, impossible. To 
avoid these disadvantages, many extensions of Petri Nets were introduced over the  
years. One of them are High-Level Petri Nets (HLPNs) – the most widely known HLPN 
is a formalism of CPNs. HLPNs combinet the strengths of ordinary Petri nets with the 
strengths of a high-level programming language. Petri nets provide the primitives for 
process interaction, while the programming language provides the primitives for the 
definition of data types. Each token has its type and carries some data value. During the 
net simulation, operations with tokens can be performed. 
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Except data types and data handling, the need for structured modelling was growing 
with the increasing complexity of models. One of the HLPNs is the formalism of OOPNs 
(Janoušek, 1995), which cover the advantages of both kinds of used paradigms – Petri 
nets allowing a developer to describe the properties of the modelled system in a proper 
formal way and the object orientation allows for nets’ structuralisation, including the 
instantiation of nets. 

In OOPNs, the model is described as a set of classes. Each class consists of one object 
net and can have more method nets, whereas method nets can affect places of the object 
net. Each net is defined as an HLPN. If an object is created as an instance of some class, 
the copy of object net is created and its execution starts. The method net is instantiated on 
demand so that if some object calls for the object service, the method net is found, its 
copy is created and this copy is evaluated. For each argument of a method, there is a 
corresponding place having the same name as the argument. In addition, the method net 
contains a special place named return. If some object is placed into the return place, it 
indicates the method execution as finished, the calling transition receives this object and 
the method net copy is destroyed. 

The only way to perform an object service (method) is to send a message to an 
appropriate object from a transition action. Apart from method nets, classes can also 
define special methods called synchronous ports. A synchronous port is a hybrid of 
method and transition that allow for synchronous interactions of objects. In order to be 
fired, the synchronous port has to be called (a method concept) and has to be firable  
(a transition concept). A synchronous port can be called only from a transition guard.  
The transition can be fired only if all called synchronous ports are able to fire. A 
synchronous port can be called with bound or unbound variables. In the case of calling 
synchronous ports with unbound arguments, the potential bindings of synchronous ports 
are resolved and, if such a binding exists, the arguments are bound to the resolved values. 
A special variant of synchronous port is negative predicate. Its semantics is inverted – the 
calling transition is firable if the negative predicate is not firable. 

Figure 1 The OOPN example 
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An example illustrating the important elements of the OOPN formalism is shown in 
Figure 1. Two classes are depicted, C0 and C1. The object net of the class C0 consists of 
places p1 and p2 and one transition t1. The object net of the class C1 is empty. The class 
C0 has a method init:, a synchronous port get: and a negative predicate empty. The class 
C1 has the method doFor:. The semantics of doFor: execution is to randomly generate x 
numbers and return their sum. 

OOPNs form the basis of the PNtalk system. PNtalk is a modelling and simulation 
framework (Češka et al., 1997) implemented in the Smalltalk environment. Its 
architecture has been designed as open, allowing interoperability between OOPN and 
Smalltalk objects. It makes possible the combination of objects of the simulated 
environment and objects of the real software environment, which is a necessary condition 
for the use of formal models in software system development. PNtalk can be used as a 
high-level visual programming language in a way that conforms to up-to-date software 
design methodologies. 

3 BDI architecture 

The designer of a rational agent has to make many choices. One of the crucial ones is 
whether the agent will be endowed with a symbolic representation of the world it lives  
in or not. The agents that do not have any explicit representation are called reactive 
agents, while the other ones are called deliberative agents. The third possibility is to 
combine both approaches and create a hybrid architecture. All three approaches have 
their advantages and disadvantages, which are discussed elsewhere (Wooldridge, 2002). 
We will focus on deliberative agents in this paper. The arguably most known reification 
of the deliberative agent paradigm is the BDI architecture. There are three main 
viewpoints for the BDI model: 

1 The philosophical viewpoint is based on the work of Bratman (1987). Bratman used 
folk psychology terms to view humans as planning agents. The main concepts in his 
work are beliefs (what an agent knows about the world), desires (what the agent 
wants; desires can be contradictory) and intentions (desires that the agent has 
decided to reach; these cannot be contradictory). 

2 The logical viewpoint – represented mainly by Rao and Georgeff’s BDI 
Computation Tree Logic (CTL) which is multimodal logics with possible world 
semantics. This work gave precise logical semantics to beliefs, goals (desires)  
and intentions. 

3 The implementation viewpoint – there are a lot of systems that are said to conform  
to the BDI architecture; probably the most known is still the original Procedural 
Reasoning System (PRS) (Georgeff and Lansky, 1987) and its successors,  
for example, dMars (d’Inverno et al., 2004), Artificial Autonomous Agents 
Programming Language (3APL) (Dastani et al., 2003), Jadex (Pokahr et al., 2003), 
etc. However, there is a large gap between the BDI CTL logics and the implementing 
systems. The problem is that this specification logic is very expressive, which causes 
theorem proving to be too complex. The implementing systems then treat the main 
modalities as data structures and they focus much more on plans. That is why 
attempts to formalise the implementing systems were undertaken, like the abstract  
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AgentSpeak(L) (Rao, 1996) language and the formal description of the dMars 
system (d’Inverno et al., 2004) in Z specification language. Currently, an interpreter 
of the AgentSpeak(L) language named Jason has been created in Java (Bordini  
et al., 2007). 

Where does PNagent fit in? It is indeed an implementation of the BDI architecture, 
meaning one can create, test and run agents in it, but at the same time, it is a formal 
specification of the system, which is given by the underling formalism of OOPNs, 
allowing to check model properties. The system was strongly inspired by the 
specification of dMars, but there are some differences. It may resemble Jason in that it is 
an executable formal model, but the main difference is that it is much more open – in 
PNagent, the same formalism is used for describing agent beliefs, plans, etc., but also the 
interpreter. This allows us to further experiment with the architecture or create slightly 
modified agents that fit special tasks. 

4 Overview of the PNagent framework 

The framework provides a collection of base classes that allow creating BDI agents that 
are able to communicate using a high-level language (currently, a subset of Foundation 
for Intelligent Physical Agents – Agent Communication Language (FIPA ACL) is 
available). A simplified class diagram of the whole system covering the most important 
classes and their relations is depicted in Figure 2. 

Figure 2 A simplified class diagram of the PNagent system depicting only the main classes and 
their relations 
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The base class for all the agents in the framework is the class BDIAgent, which provides 
abstraction for the interpreter and the supplementary data structures and methods. Each 
agent includes a set of plans. The concept of plans is divided into templates (objects of 
the subclasses of the PlanTemplate class) and instances (objects of the subclasses of the 
PlanInstance class). Plan instances are structured into intentions (objects of the Intention 
class), which have a form of stacks. All the changes in the system are triggered by events 
(objects of the subclasses of the Event class). A special kind of events is goals, which 
differ from other events in that they are persistent. 

Figure 3 shows the scheme of basic functionality of the agent core – processes  
are denoted as rectangles and data structures, as ellipses. The interpreter is responsible  
for two main processes: The first is event management, which includes the  
modification of the belief base, creation and management of plan instances and creation 
of new intentions. The second is the interpretation of intentions, which influences the 
environment and generates new events. 

Figure 3 A high-level diagram of interpreter activity in PNagent framework 

The class CommunicatingAgent represents an extension of the BDI core, to which it adds 
the means for inter-agent communication using a high-level language, i.e., sending and 
receiving messages (implemented by objects of the class ACLMessage). Message 
transport is realised using platforms (objects of the Platform class), which represent the 
agents’ environment. The objects of class MAS represent the whole model and are used 
mainly for the initialisation and collection of statistics. 

The application programmer needs to add at least the following components: the 
representation of the world and the agent’s capabilities into the agent class, external 
events for the modelled environment and application-specific plans. In the next sections, 
we will show how these can be constructed and then we will describe the agent’s 
interpretation cycle. 
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5 Belief representation 

The first problem we will deal with is the agent’s internal representation of the world. We 
will demonstrate the approach on a simple example called Cleaner World. The basic idea 
of the Cleaner World is that an autonomous cleaning robot has the task of cleaning up dirt 
in an environment defined by a discrete 2-D grid. Some fields contain waste, which needs 
to be cleaned. Apart from the waste, fields can contain bins and the robot. The robot is 
able to perform three atomic external actions: pick up waste, move to an adjacent field  
and drop the waste. It is able to carry one piece of waste at a time.  The situation can look 
like the one in Figure 4. There is a bin at position (3,2), two pieces of waste at positions 
(4,4) and (6,5) and an agent at position (7,6). 

Figure 4 The Cleaner World and its agent representation 

Note: One synchronous port and one negative predicate are shown too. 

In classic BDI agent systems, the usual way to represent the state of the world is to use 
ground literals of first-order logic. Using Prolog syntax, the representation of our 
example could look like this: 

wastePosition(5,6). 

wastePosition(4,4). 

binPosition(2,3). 

agentPosition(4,5). 

carryingWaste. 

OOPNs allow quite a straightforward way to represent such facts. For each type of 
predicate, we create one place, as shown in Figure 4. The tokens represent the values  
of individual formulae (in OOPNs, the structure denoted (x,y) represents a list and the 
symbol #e represents a token without any specific value). 

Having this representation, we can construct inference rules that ‘query’ the facts. 
Suppose that we want to test whether the agent is at a bin position and the agent is 
carrying waste (to trigger some plan, for example). In Prolog, one would query that by 
some rule similar to the following: 

canDropWaste :- binPosition(X, Y), agentPosition(X, Y), 
carryingWaste. 
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In PNagent, such rules can be constructed with synchronous ports.  It is possible to create 
one synchronous port for the whole rule, as shown in Figure 4, or have a special port for 
each place and then join them in the selected transition guard by conjunction. 

An important part of this representation is the test of not-presence of a token with 
some specific value in a place, which is usually a problem in HLPNs (classic CPNs do 
not allow such an operation; one needs to store the tokens in a list and test them using  
the list operations available in the inscription language). In the PNtalk language, the 
concept of negative predicates is available. Negative predicates have similar semantics as 
the not predicate in Prolog – that is, the negative predicate can be fired when no bindings 
that would satisfy the guard can be found. 

This approach to belief representation can be very useful for incorporating autonomic 
principles into the framework because the tokens stored in the places are not limited to 
simple data, but they can be any OOPN object, which allows for the easy implementation 
of self-reflection. 

6 Plans 

Plans play a crucial role in the BDI architecture, as they represent the agent’s  
procedural knowledge on how to achieve its goals. The plans are prepared in design time 
by an application programmer; the agent does not do any Stanford Research Institute 
Problem Solver (STRIPS)-like planning from first principles, i.e., creating the plans from 
atomic actions during runtime. The plans can, however, be partially specified and the 
remaining unifications are resolved during runtime. 

PNagent supports the concept of plans with abstract plan classes, which provide the 
means for managing initialisation, plan a life cycle, synchronisation with other plans, 
communication with the agent class, etc. The object net of the plan includes, among 
others, three important places – start, success and failure. The application programmer 
adds among these places the transitions and places for the concrete problem to be solved 
by the plan. Each transition should correspond to an agent’s atomic action or posting of a 
subgoal. The places hold the current state of the plan. It is advised that each transition 
corresponds to one step of plan execution, but the framework does not force this in any 
way, so it is possible to run several transitions as one step. The framework leaves the 
freedom to use all the means available in PNtalk. An example of such a plan instance 
responsible for simple message sending and waiting for answer can be seen in Figure 5; 
only the application-specific part is depicted. 

Note that the synchronous port step: myAgent restricts the firing of the transition. The 
port is satisfied when the plan state is set to #active, which ensures that firing the 
transition corresponds to performing one step of the plan. 

Other plan states include #ready (the plan can be executed), #suspended (the plan 
waits for some event to occur – for example, the termination of a subplan or receiving a 
message) and, of course, #succeeded and #failed. The change of the plan state is, in most 
cases, connected with events. We will describe this concept in the next section. 

Each plan has a priority, which is one of the implemented means for selecting one 
plan to handle a particular event where there are more possibilities. These priorities can 
be changed during model execution. We will show the use of plan priorities in the section 
describing the interpreter. 
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Figure 5 An example of an application-specific part of a simple plan instance 

7 Events and goals 

Events represent all the changes in the system that are relevant and accessible to the 
agent. According to the place of origin of the event, we distinguish external and internal 
events. In PNagent, external events are generated by objects of the class Platform, which 
model the agents’ environment – such events are always application-specific, so they 
have to be created by an application programmer. Internal events are generated inside  
the agent and used to notify the plans about changes of the belief base, plan instances 
states, etc. 

An abstract base class Event provides all the necessary concepts for events in 
PNagent. It introduces synchronous ports for the testing of the event type and for 
unifications. Derived classes can include an arbitrary number of places that carry the 
event-specific information. This is done in a similar way as in the case of belief 
representation, which was discussed earlier. 
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Two events are unifiable when they belong to the same class and the corresponding 
places in their object nets carry either at least one token with the same value or at least 
one of the places is empty. This concept of unification is used to operationalise the whole 
agent. Each plan has triggering event templates, which define what kind of events can 
trigger the creation of its instance. Each plan instance can also have defined templates of 
events that will suspend, wake up, fail or make the plan succeed. 

Goals are treated as special events that behave slightly differently from standard 
events in that they are persistent – when a standard event is processed, the agent does not 
return to it in any way. On the contrary, the goal is stored until it has been reached or has 
become obsolete. All the events are processed by the agent interpreter – managing events 
is one of its two main tasks that will be described later. 

8 Intentions 

Intentions are implemented in the PNagent framework as stacks of plan instances. For 
every external event or goal, if some suitable plan is available, a new intention is created. 
All the eventual subplans of this plan are then added to the intention. In case the plan 
instance on the top of the stack can be executed (its state is #ready), then the intention 
can be executed as a whole. After the plan instance on the top of the stack has finished,  
it is removed from the stack and the instance just under it is woken up. Events can, 
however, change the state of all the plans in the stack, which means that when it turns out 
that some plan in the structure has become obsolete, then all its subplans are removed 
from the stack. After all the plans in the stack have finished, the whole intention is 
removed from the intention structure. 

Intentions have priorities, which have a similar functionality as in the case of plans  
– they present one of the implemented mechanisms of intention selection for execution. 
This priority is automatically inherited from the first plan instance that has been added to 
the intention stack. Priority can be, of course, changed during the intention execution, as 
in the case of plans. 

9 The agent and its interpretation cycle 

The interpreter is implemented by the object net of the class Agent. This abstract class 
serves as the base for all the agents and provides all the common structures. Concrete 
agent classes add the application-specific parts of the object net – mainly the places and 
predicates for the belief base (the representation of the world described earlier) and 
methods that represent the agent’s external actions. 

The generic part of the agent class object net is depicted in Figure 6. Note that the 
usual BDI agent deliberation cycle – get new events, trigger matching plans, modify  
the intention structure, select an intention and perform one step of the topmost plan in it  
– is divided into two independent parts here. The part on the right is responsible for 
processing events – that is, to select plans whose triggering events match the current 
event in the event queue and manage the state of existing plans (i.e., suspend, wake up,  
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etc.), while the part on the left does the interpretation of the intention structure (which  
is simply a place where the intentions are stored) – the intentions are interpreted 
independently of event processing. It is, of course, possible to model the cycle as a 
whole, but we find this approach more flexible – in case the synchronisation of event 
processing is needed, it can be added explicitly. This possibility of freely interleaving 
both parts of the cycle can be modelled easily because of the event-oriented rather than 
process-oriented nature of Petri nets. For instance, in programming languages like Java, 
this would have to be modelled using threads. 

Figure 6 Part of the generic agent class object net responsible for simple event processing and 
intention interpretation 

The interpreter in Figure 6 performs one intention as long as the intention is executable 
and then picks some other intention randomly. The framework also provides possibilities 
to use intention priorities here. The use of priorities is also possible in the case of 
selecting which plan to choose for a given event. Another possibility is to use a special 
metaplan to do the selection. 
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10 Communication layer 

The communication paradigm adopted in PNagent is high-level language message 
sending; currently, a subset of the FIPA ACL (FIPA, 2001) language is supported. 
Messages are implemented as objects of the ACLMessage class, which includes places, 
synchronous ports and methods for getting/setting all the necessary parameters (sender, 
receiver, performative, content, etc.). 

The communication facilities are incorporated into the agent as a separate layer  
on top of the BDI core. The basic components for communication are implemented by 
the class CommunicatingAgent, which inherits the interpreter from the class BDIAgent 
and adds to it the following structures: 

• means for Agent Identification (AID) 

• methods for message sending and receiving (which the BDI core handles as 
an agent’s capabilities) 

• message queue and creation of events connected with receiving messages. 

All the communication passes through the agent environment, implemented by objects of 
the class Platform, which ensures the delivery of messages as well as assigning unique 
AIDs. The methods, places and synchronous ports involved in simple message sending 
inside one platform are show in Figure 7. 

Figure 7 The methods, places and synchronous ports of the classes CommunicatingAgent and 
Platform involved in simple message sending inside one platform 
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11 Example application 

Beside classic testing examples like Cleaner World, Block World or Contract Net 
Protocol, we have also created a more complex model in the PNagent framework from 
the mobile robot control field. The model is inspired by a paper of Professor Ziegler’s 
team (Hu and Zeigler, 2004) and besides the main principles of the framework, it also 
shows the possibilities of multiparadigmatic modelling in PNtalk, with Discrete Event 
System Specification (DEVS) as an underlying interconnecting formalism. 

11.1 Task description 

A group of robots moves in an environment with obstacles. Each robot moves randomly 
at the beginning and only avoids the obstacles. If its sensors detect an obstacle, it has to 
decide whether it is really an obstacle or another robot. To do this, it broadcasts a 
message with its sonar input. In case some of the other robots find a similarity with its 
own sensor input, a protocol is started to verify that the robots really ‘see each other’. If 
so, the robot that started the protocol becomes the leader of formation and the other one, 
its follower. From that moment, the wander together. The formation can be broken if the 
robot following by simply receiving the orders from the leader encounters an obstacle in 
front of it. 

As in the case of Professor Ziegler’s team, we have used for experiments only two 
robots, but the extension to a team would require only slight modifications of the 
communication protocol. 

11.2 Mobile robots 

For the simulation of both the robots and their environment, we have used the  
simulator Player/Stage (Gerkey et al., 2003), which is one of the most widely used 
simulation systems in robotics. Experiments have been done with one of the basic robots 
implemented by the Player simulator, ActiveMedia Pioneer P3-DX.1 The robots in our 
experiments were equipped with eight sonars with a range of 45 deg/2.5 m placed 
radially around the robot, eight bumpers, a compass and a radio, allowing sending 
messages to the other robots (message sending was implemented locally inside the 
PNagent framework). The robots were able to perform the following commands (which 
correspond to agents’ capabilities): move forward, stop, turn by a given degree and send a 
message via radio. 

11.3 Model structure 

As we have noted earlier, the model consists of heterogeneous parts, whose 
interconnection is depicted in Figure 8. The server part is completely implemented by the 
Player/Stage simulator. On the client site, Squeak Smalltalk environment runs, in which 
SmallDEVS system is launched. 

SmallDEVS (Janoušek and Kironský, 2006) is a modelling system developed at BUT 
in Brno based on the DEVS formalism (Zeigler et al., 2000). DEVS is a rather low-level 
modelling language with an exact formal specification. It is based on the concept of 
interconnected components and it is suitable as a basis for heterogeneous modelling. 
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The model includes a lot of components, most of them responsible for 
communication with a Player/Stage simulator. The PNagent system, which runs in the 
PNtalk environment, is encapsulated as a DEVS atomic component (Janoušek and Kočí, 
2007), which accepts sensor input from all the robots in the system and also sends  
the commands. 

From the PNagent framework point of view, this communication is implemented 
using tokens – some places in the platform object are marked as input and others are 
marked as output. Whenever the sensor input for any of the agents appears, it is 
transformed into events in terms of the BDI architecture and these are passed to the 
corresponding agent. Whenever an agent decides to perform an action, it calls one of the 
platform’s methods, which places the token to the corresponding output place, where it is 
passed to the wrapping DEVS component. All the agents are located on one platform, 
which allows us to model the communication among agents locally inside the platform. 

Figure 8 The scheme of the model structure 

11.4 Agents’ structure 

The belief base is not crucial in this model, as it is used only for the communication and 
synchronisation of plans. It would be, however, much more important if the robots were 
enhanced with more functionalities, for example, creating a map of their environment, 
etc. On contrary, plans are the most important part of the model. The main functionality 
is achieved by five plans – one for random movement, two for the different roles in the 
protocol of formation creation, one for leader of the formation and one for the follower. 

The platform pre-processes the data from robot sensors and creates events,  
which are used to operationalise plans. These include RobotStopped, ObstacleSpotted, 
ObstacleDeadAhead and MsgReceived. The plan for random movement commands the  
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robot to move forward whenever the RobotStopped event occurs and to turn into a free 
space when the ObstacleDeadAhead event occurs. The plan is suppressed when the agent 
is in the process of formation creation or is a part of formation. 

In case the ObstacleSpotted event occurs and the agent is not involved in any 
formation yet, it creates a plan for formation creation, whose purpose is to test whether 
the obstacle is another robot or not. The plan is depicted in Figure 9; for simplicity, some 
error handling parts are omitted. 

Figure 9 The plan FindFollower for the initiator role in the protocol of formation creation 
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The plan implements the initiator part of the protocol. The whole protocol of formation 
creation (for two robots, their roles are marked as initiator and responder) is  
as follows: 

• The initiator stops and sends the data from its sonars to the responder and 
waits for a reply. 

• The responder stops and analyses the data it received. If no match is found, it  
sends the receiver a negative reply and continues wandering randomly. Otherwise, it 
rotates towards the direction where it believes the initiator is and approaches it until 
the ObstacleDeadAhead event is generated. Then, it sends the initiator a positive 
reply and waits for further instructions. 

• If the initiator receives a negative reply, the protocol ends. Otherwise, it analyses the 
recent sonar input. If there is a change (i.e., the obstacle is really the responder), it 
sends to the responder an order to form a formation and follow. Then, it waits for an 
acknowledgement. If no change is found, then the similarity of inputs was random, it 
sends the responder a negative reply and the protocol ends. 

• If the responder receives a negative reply, it continues moving around randomly.  
In case it receives the order to follow, it moves to a given position in the formation, 
sends an acknowledgement to the initiator and launches the plan to follow the leader 
via an internal goal. 

• After the initiator receives the acknowledgement, a plan for leading a formation 
is invoked via an internal goal. 

The plan to lead a formation is similar to random movement, but all the commands  
are also sent via messages to the follower. In case a message ‘formation cancelled’ is 
received, the plan terminates. The plan for following accepts commands from the leader 
by receiving appropriate messages. When an ObstacleDeadAhead event occurs, it stops 
the robot, sends the message ‘formation cancelled’ to the leader and terminates. 

The selection of the plans by the interpreter in this model is ensured by plan 
priorities; in some cases, it is also ensured by explicit synchronisation using the belief 
base (for example, to suppress the random movement plan during the protocol of 
formation creation). 

11.5 Model evaluation 

The main goal of the model was to test the functionality and applicability of the PNagent 
framework as a whole, together with the possibilities of multiparadig-matic modelling 
using PNtalk and SmallDEVS. The experiences show that PNagent allows for the fast 
development of the models, thanks to its high-level and graphical nature. The price of the 
selected approach is the high system requirements of the running models. The success 
rate of formation creation is, of course, not 100%, which follows from the reaction time 
of the system and sensor faults, which cause the inaccuracy of the information available 
to the agent. We have also compared the implementation of the agents’ ‘brain’ using the 
BDI architecture with reactive architecture (both the team of Professor Ziegler in the 
original paper and another team at FIT BUT solved the task by using pure DEVS with  
the agents’ brain based on Subsumption architecture). Probably the main advantage of the 
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BDI approach in this case is the easy extensibility of agents by adding further plans and 
using the belief base. Another advantage is the arguably good visual comprehensibility  
of the plans. 

12 Conclusions and future work 

In the paper, we have presented the main concepts of the PNagent framework for 
modelling BDI agents using the formalism of OOPNs. We have shown that it is possible 
to model BDI agents properly and that OOPNs provide a flexible graphical and intuitive 
tool both for modelling the representation of the beliefs, plans and intentions as well  
as the agent interpreter and its environment. The main advantages of this approach 
compared to the existing BDI systems are the easy modification of all the parts of the 
agents as well as experiments with the architecture, which is especially useful for 
prototyping. The formal nature of OOPNs provides the means to verify the agent’s 
properties at the same time. The high-level nature and formal base also make it  
suitable for the incorporation of autonomic principles and increased fault tolerance.  
One of the key points here is that all the parts of the PNagent are modelled using the 
same formalism, including the belief base, so it is pretty straightforward to model  
self-reflection in the model. 

We have also shown an example application of the framework from the mobile robots 
control field, which we have used to test the usability of the framework as a whole. An 
important part is the possibility to connect the framework with various other formalisms, 
using DEVS as the interconnecting paradigm. Our next research will be aimed mainly at 
experiments with the BDI architecture exploiting the possibilities that PNagent presents. 
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