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Abstract—Embedded systems often have to calculate some
mathematical functions using iterative algorithms. When hard
constraints are speciﬁed in terms of the area on the chip a possible
solution is to implement the iterative algorithm by means of a
microprogrammed digital circuit. In this paper, the ﬁrst version of
a new design framework is presented to automate the design and
optimization of such microprogrammed systems. The framework
utilizes evolutionary design and optimization techniques to ﬁnd
the most suitable implementation of the hardware architecture
as well as the program for the programmable logic controller.
The functionality of the proposed approach is evaluated using
evolutionary design of three HW/SW systems under different
constraints.

I.

subsystems is predominantly designed and optimized manually
which requires an extraordinary effort of a highly qualiﬁed
designer.
A CAD tool supporting or even allowing the automatic
design and optimization of such subsystems would be highly
appreciated by practitioners. The tool could be classiﬁed as a
HW/SW co-design tool in the scope of currently used CAD
software. The goal of this paper is to present the ﬁrst version of
a new design framework that we have developed to automate
the design and optimization of digital parts of the abovementioned ASICs. The key idea behind the framework is
to employ evolutionary design and optimization to ﬁnd the
most suitable implementation of the hardware architecture as
well as the program for the programmable logic controller.
In general, this is a very challenging task for evolutionary
computing. However, because the target system is relatively
small and its architecture can be predesigned to a wide extent,
the evolutionary approach seems to be applicable.

I NTRODUCTION

In many application domains (such as automotive or avionics industry), one can ﬁnd small analog/digital measurement
subsystems that are responsible for sampling signals from
sensors, their basic digital processing and sending the results
to a main controller. Their digital part, which is important for
this paper, in fact implements very simple operations such as
addition, multiplication, averaging or ultimately square root
over the incoming samples. The subsystem is typically implemented as an application-speciﬁc integrated circuit (ASIC)
and fabricated using a relatively obsolete technology (e.g. 180
nm) because there are many analog components and the digital
part operates at low frequencies (e.g. 20 MHz). The relatively
old technology also offers more reliable solutions because it
ensures more stable physical properties of integrated circuits.
These ASICs are produced in large volumes and have to be
cheap.

We propose to employ linear genetic programming (LGP)
to evolve programs for the controller [2]. The LGP chromosome is extended to encode selected features of the underlying
hardware architecture. This allows us to evolve hardware and
software together. Candidate solutions are then evaluated using
the design framework that we have developed. As we present
the ﬁrst version of the framework, this paper concentrates on
deﬁnition of a suitable design environment, search methods,
and interaction of all components of the tool. The basic
functionality of the proposed approach is evaluated using three
case studies.
The rest of the paper is organized as follows. Section II
surveys relevant work in the area of bioinspired hardwaresoftware codesign. The proposed platform is introduced in
Section III. Evolutionary aspects of the platform, such as
problem encoding, genetic operations and ﬁtness function, are
described in Section IV. The platform is evaluated using three
case studies which are presented together with obtained results
in Section V. Finally, conclusions are given in Section VI.

In addition to meeting time requirements, there are strong
constraints in terms of area occupied by the digital part.
Because of that, it is impossible to implement the digital
part as a general-purpose microprocessor. Even specialized
iterative solutions based on the famous Cordic algorithm [1]
are prohibited in some applications. The arithmetic functions
are computed in iterations by means of a simple ALU and a
set of registers. Their control is carried out by a programmable
logic controller. The overall architecture is highly optimized
for a particular application. The designer has to determine the
number of registers and their bit width, the set of functions
of ALU, interconnection options (allowed by multiplexers)
etc. The hardware architecture inﬂuences the choice of the
instruction set of the controller and vice versa. The program
length and time of execution are determined by available
hardware resources as well as the instruction set. Because of
very speciﬁc and application dependent features, this kind of
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II.

P REVIOUS R ELEVANT W ORK

The traditional design methodology would classify the
proposed work under the umbrella of hardware/software codesign. Hardware/software co-design means meeting systemlevel objectives by exploiting the synergism of hardware
and software through their concurrent design [3], [4]. The
hardware/software codesign methodology has to solve various
problems (such as partitioning, scheduling, allocation), many
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of them known to be NP-complete. Hence various heuristics
have been applied including evolutionary computation.
One of the most developed tools, the MOGAC system,
employs a multioblective genetic algorithm that partitions
and schedules embedded system speciﬁcations consisting of
multiple periodic task graphs [5]. It optimizes price and power
consumption while no limit is placed on the number of
hardware or software processing elements in the architectures
it synthesizes. Detailed analysis and comparison of partitioning
algorithms, the most crucial part of the hardware/software
codesing, has been done in many papers, e.g. [6], [7]. With
the development of dynamically reconﬁgurable FPGAs, the
hardware/software codesign methodology has been extended
to support dynamically reconﬁgurable modules [8].
In the context of bio-inspired hardware, the most interesting relevant approach is Tempesti’s hardware/software
co-evolution of programs and cellular processors. Cellular
processors are based on the so-called MOVE processors,
where all computation is carried out by the functional units
(adders, multipliers, register ﬁles, etc.) and the instructions
simply move data to and from the functional units according
the user program [9]. A genetic algorithm has been used to
determine which parts of the program have to be implemented
in hardware in order to satisfy some user-given constraints.
The GA, in facts, solves the partitioning problem.
Another relevant approach, genetic parallel programming
(GPP), has been developed to evolve parallel programs for
processors containing multiple ALUs [10]. Based on LGP, it
enables to automatically map a problem on parallel resources
and evolve a corresponding parallel program. The approach
is mainly focused on automated parallel programming. The
hardware-oriented constraints that we have to deal with in our
work are not taken into account.

A. HW architecture
As can be seen in Figure 1, the architecture consists of
several interconnected basic components. The whole HW/SW
system operates iteratively by executing individual microinstructions. Therefore, the operation of this system can be
described as:
1)
2)
3)
4)
5)
6)
7)
8)

Initialize the HW/SW system – all registers are set to
their initial value (typically 0) and program counter
is set to the ﬁrst instruction of a program.
Fetch microinstruction from the program memory and
increment the program counter (PC).
Decode the microinstruction and check if it is a
branching instruction or ordinary instruction.
If it is a branching instruction, execute it, and modify
the PC accordingly. Then go back to 2.
Set multiplexers and address decoder to provide interconnections as speciﬁed by the instruction.
If it is an I/O instruction, process the inputs and
outputs as necessary and go back to 2. Otherwise,
execute the modules speciﬁed by the instruction.
Update register values according to the outputs of
modules.
Go back to 2.

Some of the parts (e.g. registers and modules) can be
changed either by a user or by the optimization method
(LGP, in our case), while the others are hard–coded and
cannot be changed without modiﬁcation of the framework’s
source code. Another noticable fact is that modules are not
directly interconnected. Therefore, information can be moved
among the modules just via registers. The advantage of such
connection is the posibility to use the modules simultaneously.
More detailed description of individual parts can be found in
the following paragraphs.

A different GP-based approach to hardware/software codesign has been proposed by Deniziak and Gorski who evolved
the co-design process itself using genetic programming, i.e.
the chromosome represents the design decisions. The result of
evolution is a method for constructing the target system [11].
Finally, in our previous work, we have developed a method
to design iterative algorithms using Cartesian genetic programming [12]. However, no hardware related constraints have been
considered.
Fig. 1.

III.

M ODEL OF A HW/SW SYSTEM

The proposed method is focused on HW/SW codesign
of application speciﬁc microprogrammed architectures. The
main goal is not to develop a framework that can be used
to evolve a HW/SW system for arbitrarily complex problems. The framework is meant to design and optimize small
microprogrammed systems for very speciﬁc problems with
constraints on various attributes such as area, speed or power
consumption. Typical usage of these HW/SW systems is e.g.
capturing and preprocessing the data from a sensor. The model
itself consists of three parts – microarchitecture, program
and environment. All these parts will be brieﬂy discussed in
following subsections.
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HW architecture

Modules can be thought of as black boxes computing
speciﬁc functions. More formally, a module is a 6–tuple
M =< ni , no , a, p, d, t >, where ni is the number of inputs
(typically 2 or 3), no is the number of outputs (typically 1),
a is the area of the module, p is its power consumption,
d : Dni → D is a function specifying processing delay and
ft : Dni × Q → Dno is a function that sets module outputs
according to the inputs provided and module’s internal state
q ∈ Q1 .
There are also other module parameters that don’t inﬂuence the computation of its function, but can be used by
1D

denotes a user-chosen data type.
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the optimization framework. These parameters include the
module area, power consumption and delay. The optimization
framework uses these parameters to evaluate the ﬁtness of the
individual, so it has to be correctly speciﬁed for the evolution
to succeed.
The architecture deﬁnition also contains the registers speciﬁcation. This speciﬁcation includes the register count and
bit widths of all the registers. Various register widths are
implemented by their masks. When the register widths are not
to be concerned, the default mask can be used.
The last part of HW architecture that can be speciﬁed
is the instruction set. The instruction set has to correspond
with the modules used in the architecture. By default, all
the instructions provided by the modules are used, so the
possibilities of HW/SW system can be fully utilized. The
system, however, does not have to utilize all the possibilities
of all modules. It can, for example, use the adder module
just to sum the content of two speciﬁc registers. In such case,
there will be less interconnections between the module and the
registers and the instruction decoder will be less complex as
well. This approach is useful when some particular information
about the algorithm to be found is known.
The whole HW part can be described by the following
components:
i
o
R = {r1 , r2 , ...rr }
w:R→N
A = {M1 , M2 , ...Mm }
u : M → {0, 1}

the number of inputs
the number of outputs
a set of registers
a funcion setting widths of the registers
a set of available modules
a function specifying module utilization

B. SW architecture
The next part of the model is the SW architecture, which
speciﬁes the way the program is stored and executed. It is
closely related to the instruction set described in previous
subsection. However, this subsection mainly discusses the
representation of the instructions, not their physical execution.
The program consists of a sequence of instruction blocks
i1 , i2 , ...is , where s is the program size. The instruction block
serves as an envelope containing one or more microinstructions
and corresponding parameters and inputs and outputs used by
them. The instruction block can, therefore, be thought of as a
single instruction composed of several microinstructions.
The microinstruction format is quite simple, so new instructions can easily be speciﬁed by user. As can be seen
in Figure 2, there is a mandatory header, which speciﬁes the
type of the microinstruction and also the modules used. Then
there might be a constant. Presence of a constant depends on
microinstruction type. Then, the speciﬁcations of the inputs
and outputs of all the modules follow.
Every input and output of each module used by the
instruction is represented by one byte. This byte can specify
the constant (only for module inputs), register index or a range
speciﬁcation used during the ﬁnal microinstruction generation.
If the input is a constant, the two highest bits are set to 10,
therefore the constant has to ﬁt into 6 bits. If the constant is
greater than 63, it will have to be loaded via a register. If the

Fig. 2.

Microinstruction format

input should be a register number, two leftmost bits have to
be 00. In such case, the number directly represents the index
of the register to be used. If two leftmost bits of the byte
are set to 11 and the byte value is different from FF, it will
be replaced by a randomly generated constant from the range
from 0 to the value speciﬁed by the remaining 6 bits. The last
option that can be used is random generation of a byte value.
When the byte of the input or output is set to FF value, it
will be replaced by random register index during the program
generation.
As was stated above, the program itself is represented by
one–dimensional array of instruction blocks. Execution of a
program starts at its ﬁrst instruction block. Then, the blocks are
executed sequentially and the program counter is successively
incremented unless a branching instruction (i.e. conditional or
unconditional jump) is encountered. In such case, the program
counter is modiﬁed to point to a given instruction block and
the program execution continues from this point.
C. The model of the environment
The last part needed for successful simulation of the
microprogram architecture function is its connection with the
other parts of the resulting system. This can be accomplished
by the environment part of the model. The environment can
be thought of as a black box between the architecture outputs
and inputs.
We currently support two ways of specifying the environment. The ﬁrst is the usage of an XML ﬁle. This ﬁle contains
the time series for individual inputs and also the timelines of
the expected outputs. An example of the XML ﬁle specifying
the environment can be found in Figure 3.
<environment>
<inputs>
<input index="0">
<change time="237" value="85" />
...
</input>
...
</inputs>
<outputs>
<output index="0">
<change time="330" value="34">
...
</output>
...
</outputs>
</environment>
Fig. 3.

XML structure example

When a signal is set, it holds its value until another value
is set. Therefore, the temporary values, which are present only
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for a limited amount of time, have to be explicitly speciﬁed
by their start and end time.
The second supported approach is deﬁning the environment
by a reactive ﬁnite state machine which generates new inputs
for the HW/SW system on the basis of the HW/SW system
outputs and an internal state of the environment.
IV.

E VOLUTIONARY FRAMEWORK

Having the model of the problem deﬁned, the evolution
framework can be speciﬁed. This framework is supposed to
serve as a tool for evolutionary design and optimization of
HW/SW systems. First of all, it is crucial to deﬁne which
parts of the HW/SW system can be changed by the evolution
framework. Considering the HW, there are three parts that
should be included – registers, modules and instruction set.
The interconnections between the registers and modules do
not have to be included in the process of evolution, because
they can easily be derived from the modules, registers and
microinstructions used. In terms of SW there is only one thing
to be evolved – the program itself.
The next step is determining the search method that should
be used. Considering the fact that the SW part of the system
is represented by one–dimensional array of instruction blocks
and the programs are executed in sequentional manner, Linear
Genetic Programming (LGP) [2] seems to be the best solution.
However, to be able to evolve also the HW part of the system,
LGP has to be modiﬁed. The modiﬁcations will be discussed
in following sections.
A. Individual encoding
Since the individual has to encode both HW and SW part,
the chromosome structure has to be heterogenous.
The HW part of the architecture represents the usage and
bit widths of the registers and the usage of the modules. The
encoding needs to fulﬁll some special requirements. The most
important requirement is that the program stays valid independently of the HW architecture changes. For example, when
a register is removed, the program still has to be valid and
executable. The proposed method deals with this problem in a
quite straighforward way. Each register has its width speciﬁed.
When the width is set to zero, the effect is the same as if the
register was removed, but all the instructions can be executed
the same way as before. If the module is to be removed, it is
just marked as inactive. During the instruction execution the
outputs of inactive modules are ommited. Using this approach,
the HW architecture can be represented as a heterogenous array
containing all the forementioned information.

Figure 4 shows that the HW part of a chromosome
contains r integers representing register widths and m bit
values representing the utilization of modules. These individual
numbers are considered as genes, in terms of LGP, and their
counts are always constant. This property is particularly useful
when performing the crossover operation. The SW part of
the chromosome is encoded in such a way that individual
instruction blocks are considered as genes and the whole
program sequence equals to the SW part of a chromosome.
B. Generating the initial population
Considering the chosen individual encoding scheme, the
program can be generated very simply. It is sufﬁcient to
randomly generate the instructions according to the maximal
program length speciﬁed. Some of the instructions use a
parameter, so it also has to be speciﬁed. Since the parameter
depends on instruction type, the valid parameter range has to
be speciﬁed for each instruction type. These ranges have some
default values, but all of them can be redeﬁned by user. The
speciﬁcation of parameter ranges can be very difﬁcult since the
program will be modiﬁed during the evolution and the instructions can change their positions. For example, when a jump
instruction is generated with jump offset of 10 instructions and
during the evolution this instruction is moved to be e.g. just
4 instructions from end of the program, the instruction will
be invalid, because it is pointing outside the program. This
issue can be addressed by checking program validity during
the evolution. As this operation can be very time consuming,
another approach was chosen. When a jump exceeding the
program range is detected, it is limited to the beginning or
end of the program depending on its direction. Therefore,
the range can be the same for all the jump instructions
regardless of their position in a program. Given this condition
the parameters can be generated using Gaussian distribution
having the mean value in a center of the range and standard
deviation determined by the 3σ rule.
C. Computing the ﬁtness function
As the problem is inherently multiobjective, the ﬁtness
is not just a single value. There are four objectives to be
reﬂected in the ﬁtness – speed, area, power consumption and
functionality (i.e. correctness of the output signals). The overall
ﬁtness can be represented as:
f = (fa , fp , fs , fo )
The area is expressend in terms of the ﬁtness value as
fa =

1+

m

i=1



1
ai if u(Mi ) = 1
0 if u(Mi ) = 0

=

1+

m

i=1

1
u(Mi )ai

,

where ai is the area of corresponding module Mi . The function
takes into account, via the u predicate, only the modules used
in the ﬁnal phenotype.

Fig. 4.
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HW encoding

The power consumption ﬁtness can be evaluated in a
similar manner as
1
fp =
,
m

1+
u(Mi )pi
i=1
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where pi is power consumption of respective module Mi .
The speed of computation depends just on the processing
time:
1
,
fs =
1+T
where T is total processing time of the program.
The functionality depends on the HW/SW system outputs
generated during the execution of a program.
ne 
ne


1
if ei = oi
1
fo =
,
=
1
otherwise
2
1 + (ei − oi )2
1+(ei −oi )
i=1
i=1
where ei is ith item from the sequence of expected outputs
(e1 , e2 , ...en ) and oi is the ith output generated by the HW/SW
system.
The above-mentioned functions are predeﬁned in the design
framework. However, they can be modiﬁed by user. It can be
useful e.g. when the user is concerned only in satisfying some
boundary conditions. For example the ﬁtness dealing with the
time of execution can be speciﬁed as

1
if T < Tmax
fs =
.
1
otherwise
1+T
This means that the individuals with processing time less than
the maximal allowed time Tmax will have the highest ﬁtness
while other individuals will have the ﬁtness proportional to
their execution time in the range from 0 to 1.
The fo ﬁtness is usually obtained by comparing the output
values produced by an individual with expected output values.
This comparison can be done in several ways ranging from
simple Euclidean distance up to complex functions considering
also the relations between individual outputs. The choice of
the ﬁtness function can strongly inﬂuence the success rate and
speed of LGP.
Because the ﬁtness is represented by a vector of components, there has to be an algorithm to compare two ﬁtness
values. There are many possibilities of doing such comparison.
One of them is choosing the importance of components (i.e.
sorting them). Then two vectors can be compared easily by
comparing their components in a chosen order. The drawback
of this method is the need to sort the components by their
importance, because the evolution will always try to prefer
search in one direction. However, there is often a need to
ﬁnd solutions from different parts of the search space, e.g.
fast but large solutions and small but slow solutions or their
combinations. The designer can then choose the solution which
suites best some particular use. In short, all the nondominated
solutions should have the highest ﬁtness.
There are multiobjective algorithms that address this issue,
e.g. NSGA–II (nondominated sorting genetic algorithm – see
[13]) or ISMAUT (Imprecisely Speciﬁed Multi–Attribute Utility Theory – see [14]). The proposed method uses NSGA–II
as the method for ﬁnding nondominated solutions. It sorts the
individuals into ranks by putting the nondominated solutions
into the ﬁrst rank, removing them from the set, then taking
nondominated solutions from the remaining set and placing
them in the second rank etc. Solutions inside a rank are then
sorted by mean Euclidean distance from the other solutions

in the same rank, where the solutions with bigger mean
distance are considered better. During the expriments with the
proposed method, one disadvantage had been observed. At the
beginning of the evolution when none of the individuals has the
functionality fo greater than zero, the solutions occupying less
HW resources are preferred. This consequently leads to a state
when all the individuals have minimal HW and the solution
cannot be found due to insufﬁcient HW resources. To address
this issue, only functionality can be taken into account at the
beginning of evolution. Once it reaches a predeﬁned value,
NSGA–II is employed.
D. Selection
Having the ﬁtness function and comparison method deﬁned, the selection can be performed. There are several selection methods, that can be used. Due to the use of NSGA–II
algorithm the ﬁtness proportional selection cannot be directly
used, because the ﬁtness vector cannot be converted to scalar
value in a simple manner. Tournament selection was chosen
from the remaining methods because of its advantages, namely
the possibility to easily change the selection pressure.
E. Crossover
After the individuals selection, the crossover takes place.
Considering the forementioned chromosome structure there are
several crossover methods that can be used. The proposed
framework allows specifying the number of parents and the
number of crossover points. The two point crossover was
chosen as default, as it led to the best results on most of the
experiments performed so far.
F. Mutation
Because the chromosome of the individual is heterogenous
in the proposed encoding, certain mutation types can be
performed only on some genes (e.g. a HW mutation can be
executed only on genes from the HW part of a chromosome).
HW mutation can basically inﬂuence registers, modules
and instruction set. The ﬁrst of the mutation types modiﬁes
the width of the register. The register is randomly chosen
using the uniform probability distribution, so the probability of
modiﬁcation is the same for all the registers. Then, its width
is changed by nrand bits, where nrand is generated using the
Gaussian probability. The Gaussian mutation was chosen, as
it is considered superior to the traditional bit-ﬂip mutation in
most cases regarding the numeric value mutation [15]. The
resulting width must lie in range from 0 to maximal allowed
width. When the register has the width of 0 bits, it is considered
unused. Hence, this mutation can effectively reduce the number
of registers.
The second type modiﬁes the module usage. As availability
of each module is represented by one bit, the module usage
can be changed by simply ﬂipping its respective bit. The bit
that will be ﬂipped is randomly chosen using the uniform
distribution.
The last part of the architecture that can be affected
by mutation is the instruction set. There is a possibility to
change the instruction set, e.g. by adding new instruction that
will contain a sequence of two already existing instructions.
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Such instruction can become a building block that speeds up
program evolution. To be able to generate suitable instructions
some statistics of used instructions and their relative order
in individuals with higher ﬁtness would need to be done.
However, this functionality has not been implemented yet.
SW mutation can modify the program in terms of instructions, their types, parameters, inputs/outputs speciﬁcation and
order. First of all, the instruction block is selected using the
uniform distribution. Then, the speciﬁc microinstruction can be
selected within the block again using the uniform distribution.
All the microinstructions, therefore, have the same probability
to be selected. When the microinstruction is selected, the
mutation types that will be applied are chosen by generating
random numbers and comparing them to probabilities of
mutation types.
The ﬁrst mutation type changes the microinstruction as a
whole. It selects the microinstruction from the instruction set
and checks the valid range of the parameters and inputs/outputs
indices against the parameters of the original microinstruction.
If the parameter is out of range, the new one is generated the
same way as during the initial population generation.
The second type of mutation changes only the parameter of
the microinstruction. The original parameter is changed by the
value randomly generated using Gaussian distribution while
preserving the validity of the parameter value.
The third type changes the input and output indices of
the microinstruction. New index is generated in compliance
with constraints determined by the instruction speciﬁcation
contained in the instruction set.
The last type of mutation doesn’t modify the microinstruction itself, but its position in a program. It randomly selects
the position offset using Gaussian distribution and then moves
the whole instruction block by the offset generated.
Operator probability adaptation: The last important
thing about genetic operators is the speciﬁcation of their probabilities. Choosing the most suitable probabilities of crossover
and mutation can be quite complex task by itself. Proposed
method addresses this problem by introducing self–adaptive
probabilities. At the beginning of the evolution the operator
probabilities are set to initial values and the evolution starts.
Every time some operator is carried out, the ﬁtness of the
modiﬁed individual is computed and compared with the ﬁtness
of the original individual. If it is greater, the score of respective
operator will be increased by one. After the speciﬁed number
of generations the usefulness of individual types is evaluated.
The most useful types (i.e. those with the highest score) will
get their probabilities increased, whereas the probabilities of
unusefull types will lower.
V.

E XPERIMENTAL RESULTS

Several experiments were carried out to verify the proposed
method. This section contains some of them and also a
comparison with similar methods. It is, however, important
to keep in mind that the proposed method has to also deal
with evolution of hardware part whereas available methods
are used to develop just the software part. Another reason
for performing the experiments was also the need to ﬁnd
out some useful information about the method itself, e.g.
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what are the most useful operators, whether a population size
inﬂuences speed of the evolution etc. The experiments chosen
are quite simple, mainly because the proposed method is
still under development and these experiments were supposed
to verify core functionality of the method. More complex
experiments will be performed in the future. The second reason
for choosing these experiments was the need to compare the
proposed method with similar methods. The experiments were,
therefore, selected from the limited set of experiments common
to the methods compared.
Preparation of an experiment is quite straightforward. First
of all, the environment, available modules, registers count,
ﬁtness function and termination condition must be speciﬁed.
Available modules and registers count can be overestimated,
because the evolution will optimize the architecture. Remaining parameters of LGP can be left at their default values.
Common experiment parameters If not stated otherwise
the experiments were performed with the parameters listed
in Table I. Parameters that differ among the experiments
are speciﬁed in each experiment’s subsection. Two types of
modules were used in experiments. The ﬁrst one (entitled
ALU) implements a simple ALU that can perform addition,
subtraction, incrementation and decrementation. The other one
(entitled MD) is a module implementing multiplication and
division operations.
TABLE I.

C OMMON EXPERIMENT PARAMETERS

Parameter

Value

Register count
Default register width
HW/SW system inputs count
HW/SW system outputs count
Program size
Population size
Maximal number of generations
Crossover probability
Mutation probability

3
32b
1
1
20 instruction blocks
5
200,000
0
0.7

A. Fibonacci series
The goal of this experiment was to ﬁnd a microprogrammed architecture generating the ﬁrst 11 numbers of Fibonacci series. This count was chosen to illustrate the possibilities of hardware optimization. In this case the HW/SW system
has no inputs and one output. Two instances of ALU module
were chosen as the only available modules. The functionality
ﬁtness function was deﬁned as
ne 

1 if ei = oi
fo =
.
0 otherwise
i=1

After performing several runs, some solutions were found.
Software part of one of these solutions is shown in Figure 5
(operations with no effect have been omitted to make the
ﬁgure clear). This solution uses only one of the two available
modules. The registers widths are 6 and 7 bits. Notice that the
registers have the smallest possible widths to be able to store
the last two numbers to be found. Therefore, it is the optimal
solution in terms of total area used.
Then the evolution was set to stop when the ﬁtness value
of the best individual reaches 11 and the total area of the
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LOAD r1, 1
ADD r1, r2 -> r2
OUT r1
OUT r1
ADD r1, r2 -> r1
OUT r1
ADD r1, r2 -> r2
OUT r2
JMP -4
Fig. 5.

Software part of one of the solutions of Fibonacci experiment

microarchitecture is minimal. After deﬁning these parameters
several runs were performed with various combinations of
crossover and mutation probabilities. Figure 6 shows the
computational effort (calculated according to [16]) obtained for
each combination of mutation and crossover probability using
20 independent runs. It can be seen that the computational
effort increases with increasing crossover probability. Hence,
the crossover should not be used in this case. The probability
of mutation should be approximately 0.7.

Fig. 7.
Comparison of computational effort for Fibonacci experiment
regarding the different sizes of population and HW optimization

was speciﬁed in such way that the input value stays unmodiﬁed
until a new value is available at the circuit output. Then, the
input value is changed and stays at this value until next output
is provided. The ﬁtness function is deﬁned in the same way
as in the previous experiment. The termination condition was
set to stop the evolution when the best individual reaches
the maximal possible ﬁtness in terms of correctness. The
experiment was split into two parts. In the ﬁrst part the allowed
modules were 1xMD and 1xALU. As can be seen in Table II,
the evolution was able to ﬁnd a solution in both cases, although
the computational effort is signiﬁcantly higher in the second
case due to the fact it has to evolve a program consisting of
two nested loops – the inner one computing the square and
the outer one iterating through the inputs.
TABLE II.

C OMPARISON OF COMPUTATIONAL EFFORT OF SQUARES
EXPERIMENT WITH RESPECT TO AVAILABLE MODULES
Computational Effort

Ratio

32,000
17,790,000

1.0
555.9

With MD
Without MD

Fig. 6. Computational effort for Fibonacci experiment with respect to various
probabilities of crossover and mutation

Next modiﬁcation of the experiment was supposed to show
how the population size affects the computational effort. 50
independent runs were performed with various population
sizes, while the number of evaluations remained constant. For
each population size some runs were constrained by a total
area allowed on a chip. This constraint was implemented by
a termination condition, which was set to stop the evolution
when all the ouputs were correct and the area was minimal.
Some other runs did not take this constraint into account.
The rest of the LGP parameters remained identical with the
previous experiment. Figure 7 shows that the computational
effort decreases with decreasing population size regardless of
whether the area constraints are taken into account or not.

C. Sextic polynomial
This experiment was chosen mainly to compare the proposed method with existing methods in the ﬁeld of symbolic
regression. The environment was deﬁned the same way as
in the previous experiment. The polynomial to be found was
x6 − 2x4 + x2 . The available modules were chosen so all the
operations typically used by other methods were implemented
(i.e. 1xADD module and 1xMD module). The termination
condition was set to stop LGP when all the values of the
training set consisting of 20 samples were found by a candidate
program. The computational effort estimated from 100 runs is
shown in Table III together with computational efforts of other
methods for comparison.
VI.

B. Squares
This experiment was supposed to ﬁnd a microarchitecture
outputting the squares of the input values. The environment

C ONCLUSION

We have shown that the proposed method can evolve
microprogrammed architectures capable of solving some of
typical problems that were approached by GP in the past.
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TABLE III.

C OMPARISON OF EXPERIMENTAL RESULTS WITH OTHER
METHODS

Method
GPP M1,2 [17]
GP [16]
Proposed solution
GPP M8,8 [17]

Computational Effort

Ratio

5,310,000
1,440,000
990,000
540,000

5.4
1.5
1.0
0.5

In some cases the proposed method provides better results in
terms of computational effort. The method, therefore, seems
promising for further exploration.
The main goal of our upcoming research will be improving
the method to be usable in real-world problemsand under hard
constraints such as iterative computation of x2 + y 2 using
only addition, subtraction and shift operations. We will try to
achieve this goal by implementing some techniques that proved
useful in decreasing the computational effort needed to ﬁnd a
solution, such as automatically deﬁned functions [16]. Another
subject to explore could be parallelization in terms of speeding
up the evaluation but also lowering the computational effort
(see [17]).
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